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1. Introduction
There has long been an awareness of, and keen interest in, the multimodal nature of
communication in the speech research community. The acoustic signal from spoken language
may be the first thing that comes to mind when we think about speech, but there are many other
modalities of communication that contribute layers of meaning not present in the acoustic signal
alone. We know, for example, that auditory speech perception can be influenced by visual
information (McGurk & Macdonald, 1976); we know that facial expressions (Busso &
Narayanan, 2006) and modulations of speech rate and amplitude (Williams & Stevens, 1972)
convey critical information about a speaker’s emotions; and we know that gestures of the human
body, and in particular, the hands, commonly accompany speech and are likely to facilitate the
processes of speech production and perception (McNeill, 1992b). Such evidence demonstrates
that speech communication is a domain-general phenomenon that recruits the human motor
system in a variety of ways (Parrell, Goldstein, Lee, & Byrd, 2014a).
Following the proposal that the whole human body is involved with speech
communication, several researchers have proposed that the many elements involved in
communication form a single system (McNeill, 1985), with a common source of control.
Understanding how different parts of the speech communication system are related is thus of
critical importance, and research has been directed for many years at explaining the relationships
in terms of coordination between subsystems. This previous research has successfully modeled
communicative output of the speech articulators (e.g. tongue, jaw, lips, etc.) as dynamical
systems with goal-oriented behavior (the formation and release of constrictions) governed by
attractors (places of constriction) (Goldstein & Fowler, 2003; Saltzman & Munhall, 1989). Still
other research has found that not just movements of the speech articulators, but many other
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movements such as finger-tapping (Turvey, 1990) and rhythmic movements of the limbs
(Schmidt, Carello, & Turvey, 1990) can be modeled as temporal and spatial relationships
between coupled oscillators (Haken, Kelso, & Bunz, 1985).
The findings of coupled-oscillator relationships between closely connected subsystems
(i.e. the speech articulators or the hands) have also led researchers to investigate phasing
relations between more distal biological subsystems. These types of relationships are particularly
important for demonstrating that all the parts of the body that produce communicative
movements are part of a coordinative structure (Cummins, 2012). The movements of vocal tract
articulators that result in audible speech are a large part of this proposed system, as are other
pieces like gaze, posture, facial expression, and limb or head movements. In a single-system
approach to the description of multimodal communication, state changes in one part of the
system – such as movements of the speech articulators – may affect behavior in other parts of the
system – such as movements of the hands and arms – in a variety of ways. The involvement of
many parts of the body in this system further suggests that not just speech, but other speechrelated movements, share a common computational stage wherein planning and production for
activity in the whole system takes place (de Ruiter, 1998; Mcneill, 1985).
Even after decades of research, there is still much to learn about the complexities of
multimodal speech. Recent advances in motion capture systems are steering multimodal speech
research in a more quantitative direction. Because some earlier research in multimodal speech
was, by necessity, observational and qualitative in nature (Kendon, 1970; Mcneill, 1985),
motion capture techniques are key in helping to refine and elucidate hypotheses from that earlier
research. Earlier researchers of multimodal speech had to study indirect measures of movement
coordination (i.e., the acoustic consequences of speech articulator movement compared with
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variable systems for demarcation of video-recorded bodily movement events), but new resources
allow researchers access to direct measures of movement coordination across various parts of the
human body. The use of motion capture technology, for example, can help answer questions
about the trajectory, displacement and velocity of communicative movements, which could
previously only be visually reviewed. In this paper, an electromagnetic articulograph (henceforth
EMA), a motion-tracking device pioneered for speech articulation research, was employed to
capture motion of the speech articulators as they are engaged in spontaneous speech tasks.
Audio and video recording technology, too, has become more accessible and higher in
quality, and powerful analysis software is now readily available for computations of 2D motion.
Optical flow, for example, is a computer vision technique that tracks changes in pixel intensity
across frames in a video sequence. Optical flow algorithms can measure the magnitude and
direction of these intensity changes across video frames, thus allowing for the recovery of
velocity and direction of motion (Horn & Schunck, 1981). Another feature of optical flow is that
movement regions of interest need not be pre-defined, so a single video recording could be used
to investigate many different hypotheses (Barbosa, Yehia, & Vatikiotis-Bateson, 2008). In this
paper, the velocity of video-recorded hand and head movements computed by optical flow can
therefore be correlated with motion captured by EMA. Furthermore, correlation map analysis
(CMA), affords a technique for measuring complex, time-varying correlation of these movement
signals (Barbosa, Déchaine, Vatikiotis-Bateson, & Yehia, 2012).
The goal of the research described in this paper is to make use of these recent
technological advances to return to questions posed by earlier research that could not be
definitively answered without these modern techniques. This research is able to more directly
investigate coordination phenomena through movement and kinematics data, and this data can be
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quantified with analysis software to present new findings on the coordination of vocal tract, hand
and head movements, in two spontaneous speech contexts. The paper describing this research is
structured as follows: In section 2, I discuss the hypothesis under investigation and the
theoretical bases underlying the investigation of multimodal speech. Section 3 describes an
experiment on spontaneous speech and co-speech gesture production recorded with audio, video
and EMA, processed with optical flow, and analyzed using peak velocity measures and CMA.
Section 4 presents results of the peak velocity and CMA measures, and section 5 is a discussion
of the experiment results and their relation other multimodal speech research. Section 6 includes
conclusions and future directions for the present research.

2. Hypothesis and Theoretical Foundations of Multimodal Speech Research
2.1. Hypothesis
A general hypothesis in multimodal speech research, already taken up in the introduction
(and discussed further below), is that a single system controls all the various subsystems of the
human body that contribute to speech communication. If, as hypothesized, multimodal
communication can be described as a dynamical system, this implies that there should be some
distinction in modes of coordination (in-phase vs. anti-phase coordination) between subsystems
which are involved in the common goal of communication (Saltzman & Munhall, 1989). In the
present research, I aim to demonstrate that different speech tasks together with the particular
types of bodily gesture that accompany such tasks can be conceptualized as these distinct modes
within a dynamical system. The task-specificity of manual gesture has repeatedly been discussed
in research on multimodal speech, in aspects ranging from gestural descriptions in typologies
(Kendon, 1970; McNeill, 1992b) to the experimental tasks that are employed to research
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multimodal speech coordination (Church, Kelly, & Holcombe, 2013). It has been noted, for
example, that speech that requires some representational content, i.e. giving instructions or
describing a scene, is more ‘suited’ to manual gesture than are other types of speech, such as
conversational interactions or lecturing (Church et al., 2013, p. 350). To this end, it seems that
certain types of gestures may be aligned with different speech modality landmarks than other
types of gestures: in terms of the widely cited Kendon continuum (discussed below),
prosodically-oriented manual gestures like beats and deictics are thought to be aligned with
prosodic landmarks in speech, while iconic or descriptive gestures are thought to be aligned with
propositional/semantic landmarks in speech (Wagner, Malisz, & Kopp, 2014). Identifying
context- or task-specific distinctions in the coordination of speech with speech-accompanying
gesture is the focus of the present research, with the related aim of developing a more objective
system for classifying distinct types or coordination modes of speech-accompanying gestures.
2.2. Theory
There are various schools of thought when it comes to characterizing the relationships
between modalities in multimodal communication. The introduction described how speech
communication could be construed as the coordination between various biological structures
within an individual or even between two or more individuals. Here, I will take the view that
these general and uncontroversial principles of biological coordination govern multimodal
speech communication, in the sense that multimodal speech can be reduced to a set of
coordinated movements with the common goal of achieving communication.
The theory above provides an adequate description of the observed kinematic behavior of
biological systems involved with multimodal communication, but it does not make any specific
claims about the perception of multimodal communication (or at least, audible speech and visible
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gesture) from a cognitive perspective. A few main perceptual theories of multimodal speech have
been identified (de Ruiter, 2006; Iverson & Thelen, 1999), which I have grouped here into two
broad opposing categories:

1a) Speech and gesture are separate systems that operate independently of each other and
gesture is not independently communicative (e.g. Butterworth & Hadar, 1989);
1b) Speech and gesture interact on a limited basis for specific purposes, such as lexical
access in speech production, and gesture is not independently communicative (e.g. Krauss, Chen,
& Chawla, 1996);

2) Speech and gesture are part of a single communicative, thought-expression system and are
fully intertwined at various levels and/or stages of communication (e.g. McNeill, 1992).

Many years of research on these issues has led theorists to fold (1a) and (1b) in to a single
theory, what de Ruiter (2006) calls the ‘Lexical Retrieval Facilitation’ hypothesis, which states
that “gestures could…help the speaker in retrieving the proper word form.” De Ruiter points out
that this theory and the theory outlined in (2) are not mutually exclusive; and subsequent
research has found support for the idea that manual and other bodily gesture is involved in
various stages of speech production, not only at the stage of lexical retrieval (Alibali, Kita, &
Young, 2000, p. 608). As the reader may have gathered from the introduction to this paper, the
research presented in this paper takes the view of (2) above, considering speech and gesture to be
part of a single system operating in tandem to produce complex communication. Though a
considerable amount of research has implicated gesture as a powerful tool for facilitation of
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lexical retrieval and speech production (J. P. de Ruiter, 2006), there is also a significant amount
of research suggesting that speech-accompanying gesture is much more extensively involved in
various stages of speech production and perception.
In the following section, some key research in multimodal communication will be reviewed.
There are several different methodological approaches in this field, and the use of different
methodologies affects the types of research questions that can be investigated as well as the
interpretation of results. This section concludes with a discussion of some open questions in the
field of multimodal communication research.
2.3. Previous Work in Speech and Gesture
2.3.1. Early gesture typology and landmarks in multimodal speech
Even some of the earliest work in speech and gesture coordination was directed at the
question of coordination between speech and gestural movements, albeit without the advanced
quantitative analysis techniques presently available (Kendon, 1970). The basic procedure of this
work was to make an audiovisual recording of some type of communicative action or interaction
and then review the film frame-by-frame and make note of directional changes in the movements
of each body part of interest. The sound recording of the film could be transcribed and marked
with frame numbers such that speech sounds and direction changes of gestural movements could
be compared and analyzed as occurring within the same frame or time period. Work from the
McNeill Gesture Lab often featured recordings of subjects re-telling narratives from a presented
stimulus such as a film or comic book (Goldin-Meadow & McNeill, 2000; McNeill, 1992b).
One important goal of this work was to identify different types or qualities of speechaccompanying gesture, and to that end, ‘Kendon’s continuum’ is one of the most widely used
gestural typologies (McNeill, 1992a). This typology is made up of iconic, metaphoric, deictic,
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and beat gestures. Although originally described as part of a single continuum, McNeill’s later
work (2005) acknowledged that gestures are better thought of as being on various continua of
certain properties, such as co-occurrence with audible speech, presence of linguistic properties,
degree of conventionality or codification, and semiotic character; this additionally helps explain
the observation that a single gesture may have elements of more than one gestural type. I will
defer further discussion of the continua and merely present descriptions of McNeill’s frequently
cited gesture types.
Gesture
Type
Iconic
Metaphoric

Deictic

Beats

Properties

Description

Displays aspects of the same scene
that also presents
Composed of base (concrete entity
or action presented in the gesture),
and referent (abstract concept that
the gesture base is presenting)
Need not refer to concrete entities;
meaning depends on referent in
gesture space

“bears a close formal relationship to the
semantic content of speech”
“presents an image of an abstract concept,
such as knowledge, language itself, the
genre of the narrative, etc.”

“pointing movements, which are
prototypically performed with the pointing
finger, although any extensible object or
body part can be used, including the head,
nose, or chin, as well as manipulated
artifacts”
Typically biphasic, do not require a “movements that do not present a
specific location in gesture space
discernible meaning
Table 1: Gesture Typology from McNeill 1992

McNeill also describes several gestural phases, including preparation (movement away from rest
position), holds (pauses in movement not followed by return to rest position), the stroke (peak of
gestural effort and maximal expression of the gesture), and retraction (return to rest position)
(McNeill, 1992a). The ambiguity of these phase descriptions has led researchers to define
landmarks or “anchor points” of gestures variably, according to the needs of the experiment,
which is problematic for comparing findings across different studies. One review found that, in
eleven studies, seven distinct definitions of gestural anchor points (e.g., maximum of extension,

9

abrupt stop in movement, “peak of stroke,” etc.) were used (Wagner et al., 2014). This variability
in the definition of gestural landmarks and the overall ambiguity of description of manual gesture
is a concerning weakness in the extant literature; one which is directly addressed in the research
presented in later sections of this paper.
In addition to establishing a typology of gesture, another goal of earlier research was to
identify the temporal relationship between speech and gesture modalities. Again, a huge variety
of mainly acoustic landmarks (e.g. pitch accents, vowel onsets, stressed syllables, jaw or lip
opening movements) have been used as anchor points for the spoken modality. One concern of
using acoustic landmarks in the speech signal is that some acoustic landmarks may be relatively
uninformative or highly context-dependent (measurement of vowel duration or midpoint, for
example, is a poor measure if prosodic context is not controlled within the experiment). Another
concern is the comparability of two different types of signals (that is, a visually
observed/analyzed bodily gesture signal and an acoustically observed/analyzed speech gesture
signal). The present work thus attempts to avoid the potential difficulties of using less
informative acoustic measures by comparing the movement signals of the speech articulators
directly to the movement signals of bodily gestures.
2.3.2. Prosody and gesture
While the research described in section 2.3.1 addresses descriptive and typological
aspects of multimodal speech, a great deal of subsequent research has addressed multimodal
speech coordination from the perspective of prosody (see Krivokapić, 2014 for an overview).
Prosody has been shown to have a hierarchical structure which combines low-level linguistic
units into higher level groupings, or intonational phrases, that structure the pragmatic and
semantic relationships of discourse (Hirschberg & Pierrehumbert, 1986). While early
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investigations focused on acoustic phenomena of prosody (Pierrehumbert, 1980), subsequent
work has shown that prosodic structuring also influences timing and coordination of speech
articulation (Byrd, Kaun, Narayanan, & Saltzman, 2000). The extent to which prosody
influences other modalities of language perception and production has led many researchers to
investigate whether and what kind of bodily movements such as manual gestures are also
prosodically-driven (Krivokapić, 2014; Yasinnik, Renwick, & Shattuck-Hufnagel, 2004). It is
still unclear what modes or varieties of speech-accompanying gestures are prosodically driven
and how prosody controls or affects such bodily gestures.
In previous studies on the topic of prosody and gesture (Wagner et al., 2014), many
different prosodic landmarks have been used. These range from word-level syllable stress/pitch
accent, as measured in the acoustic signal (Leonard & Cummins, 2011; Rochet-capellan &
Laboissière, 2008), to target syllable vowel midpoint (Rusiewicz, Shaiman, Iverson, &
Szuminsky, 2014), to intonational phrase (IP) boundary (Esteve-Gibert & Prieto, 2013; ShattuckHufnagel, Ren, & Tauscher, 2010). The variety of prosodic landmarks used, parallel to the
variety of gestural landmarks researchers have used (see section 2.3.1), present some concerns
for replicability. However, various levels of hierarchical structure have been shown to reliably
interact with acoustic and articulatory phenomena (Shattuck-Hufnagel et al., 2010; Yasinnik et
al., 2004). As the authors of one study note, “future work can and should investigate the motor
linkages of these two systems by employing kinematic and discrete phase measures such as peak
velocity” (Rusiewicz et al., 2014).
Very recent research has started to investigate this proposal that prosody drives the
timing of certain speech-accompanying gestures. The investigation of pointing or tapping during
word repetition tasks is a paradigm researchers have used to gain an understanding of basic
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timing correspondence between these kinematic aspects of speech and gesture. In a study on
rhythmic finger tapping during stressed and unstressed syllable productions, it was found that the
magnitude and duration of movement for both speech articulators (lips) and manual gestures
(finger tapping) increased for a stressed syllable compared to an unstressed syllable (Parrell et
al., 2014a). This finding suggests that prosody may well control aspects of both the spoken
modality and the gestural modality of communication. A similar study which measured pointing
during sentence production found that the duration of the pointing gesture was lengthened during
prominent syllables and phrase initially (Krivokapic, Tiede, & Tyrone, 2015), similar to
articulatory movement lengthening in the spoken modality. That study expands on the results of
the finger-tapping study by linking temporal effects of prosody to a common co-speech gesture
(pointing), which is a potential direction for future research, including some work presented here.
But perhaps the most useful takeaway from these last two studies is that movements of the speech
articulators and manual gestures can be studied concurrently and with direct comparison of
speech articulatory and manual movement; the research findings further indicate that
coordination between movements in different speech modalities is as readily observed as
coordination between the acoustics of the spoken modality and movements in the gestural
modality. Furthermore, this work sets a precedent for examination of more complex prosodic
environments and a wider range of speech and gesture structured by those prosodic
environments.
2.3.3. Movement and kinematics in multimodal speech research
Because the motor system is implicated extensively in the production and perception of
language, questions in multimodal speech research should also address movement dynamics and
kinematics of the human body. Many of the references cited above acknowledge that the
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application of kinematic data in multimodal speech research is a valuable tool (Krivokapić, 2014;
Parrell, Goldstein, Lee, & Byrd, 2014b; Rusiewicz et al., 2014) but until recently, tracking
kinematics in multiple modalities was fairly limited. However, thanks to a tradition of research
on the dynamics and kinematics of the speech articulators as they are engaged in languagerelated tasks (Browman & Goldstein, 1995; Feldman & Levin, 2009; Goldstein & Fowler, 2003;
Hirayama, Vatikiotis-Bateson, & Kawato, 1994; Latash, 2010; Saltzman & Byrd, 2000;
Saltzman & Munhall, 1989), a great deal is known about movements dynamics of the speech
articulators within the vocal tract. A long history of research on coordinated movements of other
parts of the human body has similarly implicated the limbs, hands, head and face in the
perception and production of speech communication (Busso & Narayanan, 2006; Haken et al.,
1985; Munhall, Jones, Callan, Kuratate, & Vatikiotis-Bateson, 2004; Schmidt et al., 1990;
Turvey, 1990). Recent technological advances have made measurement of kinematics less
cumbersome, thus allowing researchers more ways of experimentally testing models of
multimodal speech from a kinematic perspective.
One such technological advance that I have applied in the current research is optical flow
(Horn & Schunck, 1981), a method to track two-dimensional motion as recorded by video
camera. The technique, described briefly in the introduction, has been validated (Barbosa et al.,
2008), distributed as FlowAnalyzer software (Barbosa & Vatiokiotis-Bateson, 2013) and applied
to numerous data sets (Barbosa et al., 2012; Fuhrman, 2014; Latif, Barbosa, Vatiokiotis-Bateson,
Castelhano, & Munhall, 2014) that have achieved results indicating extensive coordination
between many types of signals, including informative acoustic measures like RMS and F0 and
movements of various regions of the body in multimodal speech. The technique of optical flow
can be applied to any video recording with a fixed background (i.e. through the use of a camera
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tripod); the video recording could be pre-existing as part of a corpus or on the internet, or it
could be recorded using minimal equipment by the researcher. In the analysis, areas of interest
do not need to be predetermined as they would be with traditional motion capture technologies,
which use flesh-point sensors that track movement only at specific locations. With FlowAnalyzer
software, the researcher can select any area of interest in the camera’s frame, whether it is a
small area like an eyebrow, an area with broad movements like the hands, the whole of a
person’s body, or even two or more people or objects interacting. Multiple regions of interest can
be tracked simultaneously, and areas of disinterest may also be defined. Since spontaneous
multimodal speech has not been studied all that frequently, it may be difficult to know ‘what to
look for’ until researchers have a better understanding of what areas of a recorded
communicative appear to show coordination.
Another technology that has been implemented to analyze the output of optical flow
analysis is correlation map analysis (CMA). This technique is a way to visualize the correlation
between two signals as it varies through time (Barbosa et al., 2012). The map part of CMA
shows the correlation between two distinct signals (such as those output by optical flow analysis)
across a series of temporal offsets defined by the user, thus allowing researchers to understand
both the zero-lag correlation between two signals as well as any other offset correlations that
may be of interest. Correlation values can be calculated from CMA measures using methods like
detrended fluctuation analysis and principal component analysis ((Fuhrman, 2014). These
quantifications of correlation over time are a valuable addition to existing techniques which
evaluate features of individual signals over time, such as peak velocity (used extensively in the
study of speech gesture (Byrd & Saltzman, 1998)). Together, the measures of individual signals
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and correlation between two signals offer a holistic understanding of coordination in multimodal
speech.
Researchers using optical flow and other motion tracking techniques have found a
number of movement correlations on different scales and between various parts of the body that
seem to be recruited for communicative purpose during the speech act. The employment of
various motion-capture devices and techniques is therefore an important issue to be considered in
experiment design. Finely detailed movements like blinking and eye gaze have been found to be
associated with turn-taking in conversation; however, blinking rate appears to be individualspecific and likely dependent on other factors (Cummins, 2012). More salient facial movements
that indicate emotional affect have also been shown to be affected by speech: distances between
markers attached to the face of a participant engaged in emotional speech appeared to be more
extreme than distances measured during ‘neutral’ speech (Busso & Narayanan, 2006). On the
other end of the spectrum in terms of scale, some research has found that the whole of the body
seems to be recruited for speech-related tasks (Fuhrman, 2014). Fuhrman’s study found that
elicitations with different degrees of vocal effort (e.g. speech at a typical conversational volume
vs. shouting) showed distinct effects on postural stability, as measured with force plates at the
feet, motion tracking of the head and torso, and other acoustic measures. This study also
suggested respiration as a driving force in speech motor control. The scales of movement
discussed in this paragraph are on opposite ends of the spectrum, but they are by no means the
only scales of interest in this research. They are meant to show that kinematic analysis of
multimodal speech is of interest as both a micro- and a macro-level phenomenon.

2.4. Open Questions
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The numerous research areas characterized in the preceding paragraphs hint at the
abundance of questions that still remain to be answered in multimodal speech research. The
diversity in this field of research is by no means a detriment, but it does present challenges for
amalgamating findings. Therefore, this section will reiterate the open questions from the research
reviewed earlier in this section and I will describe how the present research endeavors to answer
these questions.
One issue that has been pervasive in previous research is the typological definition of
gestures as well as the definition of acoustic, prosodic, and gestural coordination ‘landmarks’ in
multimodal speech. The research described here simply looks for coarse-grained differences in
modes of coordination between speech and manual gesture in hopes that this theory-independent
measure will avoid problematic theoretical assumptions reported earlier. Another concern in
earlier research is the discretization of continuous manual gestures. Rather than attempt to
segment out individual gestures from continuous manual movement through measures such as
movement displacement or maxima, this research considers velocity peaks as a measure that
does not necessitate identification of starting and stopping points for manual gestures.
A related question, which expands on the idea of using distinct coordination modes to
determine different ‘types’ of manual gesture, is whether there are properties of speech itself that
differ when produced along with gesture as compared to speech produced without gesture. By
considering multimodal communication as a dynamical system, it is expected that state changes
in one subsystem (i.e., the use or avoidance of manual gesture) will affect the state of other parts
of the system (such as speech articulators). Literature on this topic has not previously found
prominent differences in speech that occurs with gesture versus speech that (by experimental
design) does not occur with gesture; but as some researchers point out (Hoetjes, Krahmer, &
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Swerts, 2014), some experimental designs may have been too complex and/or unnatural to
reliably detect differences, or “it might be that there are differences we have not looked at so
far.” The experiment described here uses gesture and no-gesture conditions to test this question
at the level of movement coordination, as such a measure could more directly address the
expectation of differences in speech when it occurs with or without gesture.
Earlier research has also used a variety of signal types to identify coordination between
the modes of multimodal speech. Indeed, this variety of signals has served to show how complex
and extensive coordination is among the subsystems involved in multimodal speech, but the
overwhelming intricacy of all the types of coordination has made it difficult to holistically
interpret these previous findings. In the experiment described here, I compare coordination of the
movements of bodily gestures (hands and head) directly to movements of the speech articulators
with the goal of reducing the number of modalities being considered. I am also using analysis
techniques, such as CMA, that allow the measurement of coordination over time and may be
more descriptive of coordinative modes. In the following section, I describe an experiment that
addresses these open questions.

3. Experiment
3.1. Research Questions
An open question from section 2.4 taken up in the present research is whether
kinematic/motion-based measurements of two speech modalities (in this case, speech and
hand/head gesture), are more robust measures of coordination than are acoustic measurements
compared to movement measurements. There is a growing body of literature suggesting that
speech prosody is likely to structure speech-accompanying gesture in a way similar to how
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prosody structures spoken language (e.g. Yasinnik, Renwick, & Shattuck-Hufnagel, 2004), but
the research methods in this work leave many critical questions unanswered. While one previous
work has started to identify movement coordination within the framework of prosodic structure
(Krivokapic et al., 2015), here, the interest is in identifying coordination of gesture and speech in
spontaneous elicitations, with naïve participants neither explicitly instructed on what to say nor
when/how to gesture (Rusiewicz et al., 2014, p. 298). Another focus of the study is to examine
the many types of spontaneous co-speech gestures that are available to speakers, and when and
how they are deployed within a conversation. Many previous paradigms have focused on only
certain types of gestures, primarily deictics, because they are fairly easy to discretize (Krivokapic
et al., 2015; Parrell et al., 2014b; Rusiewicz et al., 2014). One issue with studying a certain ‘type’
of gesture in the laboratory is that this imposes theoretical assumptions about gestural typology
on the experiment design. The experiment described here makes use of some techniques that
allow analysis of more complex gesture data, which in turn allows for assumption-free, direct
study of spontaneous speech and co-speech gesture.
The research questions driving this experiment are:
1. Do different tasks (presumably with different communicative goals) necessitate:
a. Differing quantity of co-speech gesture (Church et al., 2013)?
b.

Differing modes of coordination between speech articulatory movements and
speech-accompanying gesture?

2. Are there any quantitative kinematic differences between speech accompanied by
gesture and speech when manual gesture is restrained (Hoetjes et al., 2014)?
Both of these questions have previously been approached using primarily temporal
measures of the acoustic signal compared to visually observed, manually annotated gestures.
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Although some promising observations have been reported in regards to research questions (1)
and (2) above, explicitly movement-based comparisons are used here to clarify earlier findings in
terms of phase relations between distinct speech modalities.
3.2. Methods
3.2.1. Design
The experimental stimuli consisted of twenty themes presented in two task contexts,
demonstration and response. Themes consisted of everyday activities such as buttoning one’s
shirt, opening an umbrella, or making a cup of tea. These themes were selected to include
gender-neutral activities that any participant is likely to have experience with, and all themes
describe activities that require the use of the hands. On Day 1 of the experiment, participants
were given no explicit instruction on the use of their hands (though the experimenter
demonstrated a sample theme in each context which included the use of co-speech gesture,
described below), while on Day 2 of the experiment, participants were told to keep their hands
placed flat on the table in front of them (which had markers for hand placement) for the duration
of the experimental session. The following table shows the design of both days of the
experiment:
Day 1

Day 2

Gesture
Instruction

No explicit instruction on hand use

Participant must keep hands on table

Demonstration
Task

20 Themes

20 Themes

Response Task

20 Themes x 2-3 questions per theme

20 Themes x 2-3 questions per theme

Table 2: Experiment Design

In the demonstration task on Day 1, participants are asked to ‘Show me how you would
x’, where x is the theme. The experimenter demonstrated a practice trial, where the theme was
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‘brushing your hair.’ The experimenter described the task in a series of steps while
simultaneously using manual gesture to exhibit the steps (speech is in quotations, with gesture
descriptions in brackets), i.e. “First I would pick up a hair brush [reaches down and back up with
hand extended in fist shape], then I would put the brush at the top of my head and pull down
from the roots to the ends of my hair [puts hand, still in fist shape, at top of head and then slowly
pulls down to show some resistance], and I would keep brushing down until I reach the back of
that side [repeats the pulling down motion until reaching the back of the head on that side], then I
would switch the brush to the other hand [makes fist shape with other hand], and start brushing
from top to bottom on the other side until I reach the back of my head [repeats pulling down
motion around the other side of the head].” The participant was asked to demonstrate the same
task to ensure they understood the instructions. In the response task on Day 1, participants are
asked to state their preference from two or more choices, and why they prefer their choice, in a
series of questions asked by the experimenter pertaining to each theme. In the ‘brushing teeth’
theme, for example, there are two questions: 1) Do you prefer an electric toothbrush or a regular
toothbrush, and why? 2) Do you prefer whitening toothpaste, tartar control toothpaste, or
sensitive teeth toothpaste, and why?
The two different tasks were designed to elicit different modes of coordination between
speech and manual gesture movements: in the demonstration task, the speaker needs to use
descriptive speech and co-speech gesture to explain how to do something, which presumably
engages anti-phase, or non-prosodically structured relationships between speech and manual
gesture. In the response task, conversely, manual gesture is unlikely to be as demonstrative and
so the coordination between speech and manual gestures should be more prosodically driven and
should broadly show in-phase relationships between signals. The themes were repeated across
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both task types to elicit condition-specific productions of theme keywords for subsequent finegrained kinematic analysis (not analyzed in this paper).
On experiment day 2, participants were first told to keep their hands flat on the table
during the experiment. In the demonstration task on day 2, participants were asked to ‘describe
how you would x,’ again where x is the theme. The experimenter again demonstrated the hairbrushing example, but this time without the use of the hands. The participant was then asked to
demonstrate that example as well to indicate their understanding of the directions. In the
response task on Day 2, participants were asked the same preference questions pertaining to each
theme as those presented in Day 1 (order of presentation was randomized). A list of the themes
and questions used in this experiment is available in the appendix.
3.2.2. Participants
Two native speakers of American English, as well as a pilot subject1 (also a native
speaker of American English), participated in this experiment. All participants completed two
experimental sessions, each lasting between 1.5 and 2 hours, conducted at least 2 days apart. All
participants were naïve to the purpose of the study, and were paid for their participation.
3.2.3. Procedure
Audio recording, video recording, and movements of several transducers affixed to
positions in the vocal tract were recorded concurrently. Video and secondary audio were
recorded on a GoPro Hero4 camera mounted on a tripod approximately 2’ from the participant;
the tripod was arranged to obtain a clear view of the participant’s head, shoulders, torso, and

1

After the pilot subject’s first day of participation, the structure of the questions in the response
task was changed slightly from open-ended questions to the preference questions described
above; however this change served mainly to elicit more speech content in the response trials.
Results from the pilot speaker’s day 1 response task are therefore still included in the data
presented here.
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arms, as well as a view of the computer screen the subject was instructed to look at. Slight
differences in the height of the camera mount position on the tripod are due to the different
heights and postures of the participants. Video was recorded at 29.97 frames per second (size:
1920x1080 pixels); GoPro audio was simultaneously recorded in stereo with a sampling rate of
48kHz. Because of its lower quality, GoPro audio recording was primarily used for alignment
with other data sources, rather than for acoustic analysis. Primary audio recordings were made
using a microphone synchronized with the EMA system, with a sampling rate of 44.1kHz. Vocal
tract movements were recorded using the Northern Digital WAVE electromagnetic articulograph
(EMA), sampled at 400Hz. Eight transducers were used to collect EMA data. Reference
transducers were placed on the left and right mastoid processes and the upper incisors to correct
for head movement. The remaining transducers were placed on the tongue body, tongue tip,
lower incisor (described henceforth as the jaw), and upper and lower lip.
Participants were seated comfortably in an armless chair (so as not to impede movement
of the arms and hands), which was positioned in front of an angled computer monitor and next to
the EMA device. They were briefed on experimental procedures and then EMA transducers were
affixed to the aforementioned positions on the participant’s vocal tract using temporary dental
adhesive. Participants were positioned to have a clear view of the experimenter and the monitor
simultaneously. After the practice trial was demonstrated, the experiment began. Instructions for
each trial, accompanied by a black and white line drawing of the ‘theme’ for each trial (See
appendix), were presented on the monitor using the EMA experiment control software MARTA
(Tiede, Haskins Laboratories). MARTA initiates visual stimuli, articulatory data collection, and
acoustic data collection simultaneously to expedite the processes of trial segmentation and signal
alignment. Dependent on the experimental task, the participant was asked either to
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demonstrate/describe the theme to the experimenter, or to state and explain their preferences
regarding aspects of that theme to the experimenter (instructions and questions are listed in the
appendix).
3.2.4. Measures
After this data was collected, several processes were applied that resulted in the measures
analyzed below. The raw EMA kinematic data was processed and converted to a structure
viewable in MATLAB software using a set of functions developed specifically for EMA analysis
purposes (Mview, Haskins Laboratories). The audio collected in sync with EMA data collection
was annotated using TextGrids in Praat software (Boersma & Weenink, 2016), with information
about trial type, transcriptions at the word level, and the location and duration of audible pauses
(over 100 ms) in the participants’ speech. The video recordings were processed in QuickTime
Player 7 editing software (Apple, 2010): long video recordings were divided into shorter video
corresponding roughly to the length of the EMA recording trials, and the video was resampled to
30 fps, 1280x720px resolution in H.264 encoding (.mp4/.mov) . Audio from each video file was
saved separately as a mono-channel, 44.1KHz .wav file.
The optical flow software FlowAnalyzer (Barbosa & Vatiokiotis-Bateson, 2013) was
then used to create optical flow (henceforth, OF) signals from the video files. In each file,
regions of interest (henceforth, ROIs) were selected for the right hand (RH), left hand (LH), and
the head of the filmed participant. The selected ROIs were defined to include the entire range of
movement for each body part in each trial, even if such a selection caused the ROIs to overlap
one another either partially or completely and even if the size of the selection regions differed by
trial (proportionality effects are mitigated because the camera was in a fixed position). Although
some movements included by this protocol appeared to be non-linguistic in nature (e.g. touching
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or scratching the face or hair, rubbing the eyes), the entire range of movement for the hands and
head was included to avoid making any assumptions of gestural function. Stationary regions of
the video were marked as regions of disinterest and optical flow was not measured in these
regions.

Figure 1: Example of Optical Flow region selections

The OF signals created in FlowAnalyzer were then processed in MATLAB using
functions in the Audiovisual Speech Processing (AVSP) Toolbox (Barbosa, Yehia, & VatikiotisBateson, 2007), which creates two-dimensional movement magnitude estimates and an overall
movement magnitude estimate for each region of interest. Finally, the audio component from
each segmented video trial was cross-correlated with the corresponding EMA audio trial in Praat
(Schlangen, 2014), to determine the temporal offset between the two audio recording sources and
to align the signals in subsequent processing steps.
I created another signal alignment MATLAB script to align OF signals with EMA signals
and to determine the tangential velocity of each EMA sensor of interest – these were the tongue
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body (TB), tongue tip (TT) and jaw (JAW) sensors – as well as the velocity of movements in
each OF ROI. All signals were resampled to a common sampling rate of 200Hz. The signals
were also filtered using a ninth-order zero-phase Butterworth filter with a cutoff of 3 Hz for OF
signals (Xiong & Quek, 2003), or with a cutoff of 12 Hz for EMA data. These filtered signal data
were saved as time series and output to CMA software (see section 2.3.3 for a description of the
functions of CMA) for the purposes of quantifying an overall correlation between signals.
Finally, the location and magnitude of peak velocities was obtained for each of the filtered OF
and EMA signals, only during periods of audible speech as annotated in the Praat TextGrids
described earlier in this section. Peak Velocity calculations were restricted to periods of audible
speech, because trial length differed dependent on the experimental task, i.e., in the demo task,
long speech pauses were typically found only at the beginning and end of trials, but in the
response task, long speech pauses occurred both at the beginning and end of trials and during the
trial whenever the experimenter was asking a question of the participant. Thus considering only
audible participant speech helped neutralize the inherent differences in speech coordination
across task types. The findings of these measurements and visualizations for 5 themes (open a
jar, peel a banana, open an umbrella, unwrap a candy bar, and fold laundry) with complete
datasets are discussed below.
3.2.5. Predictions
A few predictions for the results of this experiment can be made in regards to the research
questions stated earlier. The previous literature cited in research question (1a) suggests that tasks
involving spatiotemporal description, like giving instructions, engage more manual gesturing
than having a typical conversation with a friend, for example. Other literature has indicated that
the type or quality of gestures used is task-specific; that is, beat gestures and deictic gestures
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(McNeill, 1992a) are more likely to co-occur with prosodically prominent aspects of the speech
signal (Krivokapić, 2014), while metaphoric/iconic/descriptive gestures are more likely to occur
with demonstrative speech (but the timing of the descriptive gestures with respect to speech does
not appear to be controlled by prosody to the same degree as beat/deictic gestures (Wagner et al.,
2014)). Regarding differences between speech with and without gesture, Hoetjes et al. (2014) did
not find any effect of ability to gesture on fluency of speech, as had been observed in some very
early research. The measures used in the Hoetjes et al. study were human-annotated manual
gesture and acoustic correlates of speech fluency (duration and speech rate), so it is possible that
a different result will obtain through analysis of kinematic measures.
Question Description
1
Task-dependent amount
and quality of gesture

2

Differences between
speech with gesture vs.
speech without gesture

Prediction(s)
• Greater quantity of manual gesture in both tasks
on experiment day 1 (gesture allowed) vs. day 2
(no gesture allowed), reflected in greater average
peak velocities for manual gestures
• Different coordination of gestures in day 1 demo
task than day 1 response task, reflected in
different phasing relationships between speech
velocity signals and manual gesture velocity
signals
• More (compensatory) head movement on
experiment day 2 when hand movements are
restricted
• More (compensatory) speech required to
describe themes in day 2 demo compared to day
1 demo
• More (positive or negative) coordination
between signals in day 1 demo than day 2 demo

Table 3: Experiment Predictions

One additional point made by Hoetjes et al. is of particular interest: “We found that
asking people to sit on their hands did not stop them completely from moving around. Minor
movements, such as movements of the finger tips or muscle tensions could still have occurred, as
well as gestures produced by other parts of the body, such as foot, head and shoulder gestures
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(2014, p. 265). The current experimental setup makes it possible to re-test the first finding of
Hoetjes et al. from a kinematic perspective, and to directly consider the second point through the
use of OF technology. The experiment results below speak precisely to these questions from the
perspective of quantitative measurements of coordination in hopes of providing stronger and
more focused evidence in favor of the predictions referenced here.

4. Experiment Results
4.1. Average Peak Velocity Results
The goal of the average peak velocity measures was to determine whether velocities of
the individual movement signals of interest vary by experimental condition. As opposed to
measuring correlation between two signals, as is described below in the correlation map analysis
results, peak velocity measures are meant to show distinctions within individual movement
signals by the factors day (day 1 or day 2, corresponding to whether subjects were allowed to
gesture freely or whether they were asked to keep their hands flat on the table in front of them)
and task (demo or response, corresponding to the experimental task in which subjects were
engaged). Another noteworthy feature of the signals is their source: movements of the head, right
hand and left hand were measured with optical flow, whereas movements of the jaw, tongue
body, and tongue tip were measured with EMA. Because the movement signals are derived from
two different sources, the values of peak velocities are on different scales, but the timing and
location of velocity peaks are still directly comparable after time-alignment of the signal sources.
Comparisons for each signal were conducted using two-way ANOVAs with day and task as
factors. Results are reported graphically and in ANOVA tables below. All error bars in the
graphs represent standard error. The ANOVAs were performed in R software, using the car
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package (Fox & Weisberg, 2011). This package allows computation of type II and type III sum
of squares (effects are entered together rather than sequentially) for unequal sample sizes. All
sum of squares values for peak velocity ANOVAs are type III unless otherwise noted.
4.1.1. OF Head Signal

Figure 2: Average peak velocity of head movements (all participants)

Figure 3: Average peak velocities of head movements (by participant)
Table 4: Two-way ANOVAs for peak velocities in head movement

Participants

Source

SS

DF

F

p(F)
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All participants

pilot

F1

M1

Intercept
day
task
day:task
Residuals
Intercept
day
task
day:task
Residuals
Intercept
day
task
day:task
Residuals
Intercept
day
task
day:task
Residuals

449.57
14.68
1.41
7.96
232.654
139.029
6.311
0.392
1.506
59.835
157.156
5.501
2.944
8.157
151.819
144.639
2.128
0.429
0.170
11.695

1
1
1
1
2550
1
1
1
1
947
1
1
1
1
816
1
1
1
1
779

4927.464
160.912
15.461
87.230

<.0001*
<.0001*
<.0001*
<.0001*

2200.3815
99.8855
6.2081
23.8283

<.0001*
<.0001*
0.01289*
<.0001*

844.686
29.567
15.822
43.845

<.0001*
<.0001*
<.0001*
<.0001*

9634.266
141.725
28.571
11.308

<.0001*
<.0001*
<.0001*
<.0001*

Summary of results for OF Head:
1. The main effects of task and day, and the interaction of task and day, were significant for
all participants when considered together and by individual participants This suggests
that participants’ ability to use manual gesture (day) and the type of speech task they
were engaged in (demo or response) impacted the average peak velocities of head
movement for all participants. The effect of task on average peak velocities of head
movement also varies by the ability to gesture manually.
2. Head movements in the day 1 demo task had the highest average peak velocities for all
participants. The direction of differences between other peak velocity averages by
condition (day 2 demo task, and day 1 and day 2 response tasks) varied by participant.
3. Peak velocity of head movements varied by condition for all participants and for each
individual participant.
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4.1.2. OF Right Hand Signal

Figure 4: Average peak velocity of right hand movements (all participants)

Figure 5: Average peak velocity of right hand movements (by participant)

Table 5: Two-way ANOVAs for peak velocities in right hand movement

Participants
All participants

Source
Intercept
day
task
day:task
Residuals

SS
582.36
112.29
18.73
38.75
436.60

DF
1
1
1
1
2590

F
3454.67
666.11
111.14
229.89

p(F)
<.0001*
<.0001*
<.0001*
<.0001*
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pilot

F1

M1

Intercept
day
task
day:task
Residuals
Intercept
day
task
day:task
Residuals
Intercept
day
task
day:task
Residuals

228.192
40.072
0.015
4.777
143.155
175.213
47.478
19.523
23.349
221.953
167.146
27.751
6.199
8.887
53.311

1
1
1
1
968
1
1
1
1
846
1
1
1
1
768

1543.0097
270.9611
0.1029
32.3030

<.0001*
<.0001*
0.7485
<.0001*

667.846
180.968
74.414
88.996

<.0001*
<.0001*
<.0001*
<.0001*

2407.937
399.786
89.298
128.022

<.0001*
<.0001*
<.0001*
<.0001*

Summary of results for OF Right Hand:
1. The main effect of day and the interaction of day and task were significant for all
participants together and for each individual participant. The main effect of task was
significant for participants M1 and F1 but not for the pilot subject. This suggests that, for
most participants, the ability to gesture (day) and the type of speech task participants
engaged in (task) affected average peak velocities of right hand movement. The
interaction also shows that the effect of task on average peak velocities differed by ability
to gesture (day).
2. Peak velocity of right hand movements varied by condition for all participants and for
each individual participant.
3. Average peak velocities were highest for all participants in the day 1 demo condition, and
both tasks on day 1 had higher velocities than the same tasks on day 2. Average peak
velocities were lowest for all participants in the day 2 demo condition.
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4.1.3. OF Left Hand Signal

Figure 6: Average peak velocities of left hand movements (all participants)

Figure 7: Average peak velocities of left hand movements (by participant)

Table 6: Two-way ANOVAs for peak velocities in left hand movement

Participants
All participants

Source
Intercept
day
task
day:task
Residuals

SS
557.29
120.12
29.01
38.78
471.71

DF
1
1
1
1
2638

F
3116.61
671.79
162.25
216.87

p(F)
<.0001*
<.0001*
<.0001*
<.0001*
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pilot

F1

M1

Intercept
day
task
day:task
Residuals
Intercept
day
task
day:task
Residuals
Intercept
day
task
day:task
Residuals

232.725
69.348
1.228
5.981
209.723
138.077
24.545
19.585
20.381
172.841
194.962
36.182
9.699
8.887
68.813

1
1
1
1
979
1
1
1
1
855
1
1
1
1
796

1086.3733
323.7205
5.7344
27.9214

<.0001*
<.0001*
0.01682
<.0001*

683.033
121.417
96.884
100.818

<.0001*
<.0001*
<.0001*
<.0001*

2255.23
418.54
112.19
102.80

<.0001*
<.0001*
<.0001*
<.0001*

Summary of results for OF Left Hand:
1. The main effect of day and the interaction of day and task were significant for all
participants together and for each individual participant. The main effect of task was
significant for participants M1 and F1 but not for the pilot subject. This suggests that the
ability to use gesture and (for most speakers) type of task participants engaged in
impacted the average peak velocities of left hand movement, and the effect of task on
peak velocities differed by participants’ ability to use gesture,
2. Peak velocity of left hand movements varied by condition for all participants and for each
individual participant.
3. Average peak velocities were highest for all participants in the day 1 demo condition, and
both tasks on day 1 had higher velocities than the same tasks on day 2; however,
participant F1’s average peak velocity for the day 1 response task was very similar to
both average peak velocity measures for the day 2 tasks.
4. Average peak velocities were lowest for all participants in the day 2 demo condition, but
average peak velocities in both day 2 tasks were very similar for speakers M1 and F1.
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4.1.4. EMA Jaw Signal

Figure 8: Average peak velocities of jaw movements (all participants)

Figure 9: Average peak velocities of jaw movements (by participant)
Table 7: Two-way ANOVAs for peak velocities in jaw movement

Participants
All participants

Source
Intercept
day
task
day:task
Residuals

SS
26271424
17446
10606
25817
12372212

DF
1
1
1
1
10291

F
21852.1330
14.5112
8.8217
21.4743

p(F)
<.0001*
0.0001401*
0.0029836*
<.0001*
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pilot

F1 (Type II SS)

M1 (Type II
SS)

Intercept
day
task
day:task
Residuals
Intercept
day
task
day:task
Residuals
Intercept
day
task
day:task
Residuals

5395356
329470
28728
75709
3393365

1
1
1
1
3730

5930.596
362.154
31.578
83.220

<.0001*
<.0001*
<.0001*
<.0001*

161765
13029
4782
4393868

1
1
1
3352

123.4074
9.9398
3.6479

<.0001*
0.001632*
0.056227

63082
52
977
3078570

1
1
1
3201

65.5909
0.0543
1.0159

<.0001*
0.8158
0.3136

Summary of results for EMA Jaw:
1. The main effect of day (participants’ ability to use manual gesture) affected peak velocity
average for jaw movement for all participants both individually and together, but in
examining bar chart in Figure 9, it appears that the direction of the effect of day varied by
speaker.
2. The task effect, which represents the type of speech task participants were engaged in,
significantly affected the average peak velocity of jaw movements for the pilot and F1
speakers but not for speaker M1.
3. The interaction of day and task factors was significant for all participants considered
together and for the pilot speaker, but not for speakers M1 and F1. This suggests that the
effects on jaw movement peak velocities of ability to gesture varied by the type of task
speakers engaged in, only for the pilot speaker. Speakers M1 and F1’s average jaw
movement velocity peaks were not consistently influenced by experiment condition.
4. The highest and lowest peak velocities varied by participant; even the direction of the
effect was inconsistent between participants.
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4.1.5. EMA Tongue Body Signal

Figure 10: Average peak velocities of tongue body movement (all participants)

Figure 11: Average peak velocities of tongue body movements (by participant)
Table 8: Two-way ANOVAs for peak velocities in tongue body movement

Participants
All participants
(Type II SS)

pilot

Source
Intercept
day
task
day:task
Residuals
Intercept
day

SS

DF

F

p(F)

17251
5689
5179
23948186
18057615
120

1
1
1
9619
1
1

6.9291
2.2849
2.0803

0.008494*
0.130671
0.149241

10510.3256 <.0001*
0.0699
0.79152
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F1 (Type II SS)

M1 (Type II
SS)

task
day:task
Residuals
Intercept
day
task
day:task
Residuals
Intercept
day
task
day:task
Residuals

534
7501
5905052

1
1
3437

0.3111
4.3661

0.57705
0.03674*

31964
82
3395
6463147

1
1
1
3109

15.3760
0.0395
1.6330

<.0001*
0.8426
0.2014

813
34227
4434
10730067

1
1
1
3065

0.2323
9.7767
1.2665

0.629848
0.001784*
0.260513

Summary of results for EMA tongue body:
1. The main effect of day was significant for all participants considered together and for the
pilot participant, but not for speakers F1 or M1. Therefore the ability to use manual
gesture did not have a clear effect on the average peak tongue body velocities of speakers
M1 and F1.
2. The main effect of task was significant for speaker M1 only. Therefore, the type of
speech task – demo or response – that speaker M1 engaged in affected his average tongue
body peak velocity, but task had no effect on average tongue body peak velocities for
speakers pilot or F1.
3. The interaction of day and task was significant only for the pilot speaker and not for
speakers F1, M1, or all participants considered together. Therefore the effect of ability to
gesture on tongue body peak velocities did not differ significantly by the type of task the
speaker participated in for participants other than the pilot speaker.
4. The graph of the data shows that average velocities of the tongue body are quite stable
within participants across experiment condition, either for all participants considered
together or for each participant considered individually.
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4.1.6. EMA Tongue Tip Signal

Figure 12: Average peak velocities of tongue tip movement (all participants)

Figure 13: Average peak velocities of tongue tip movement (by participant)
Table 9: Two-way ANOVAs for peak velocities in tongue tip movement

Participants
All participants
(Type II SS)

pilot

Source
Intercept
day
task
day:task
Residuals
Intercept

SS

DF

F

p(F)

1159
160576
370
30291154
17343269

1
1
1
10096
1

0.3864
53.5199
0.1232

0.5342
<.0001*
0.7256

10844.4813 <.0001*
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F1 (Type II SS)

M1(Type II SS)

day
task
day:task
Residuals
Intercept
day
task
day:task
Residuals
Intercept
day
task
day:task
Residuals

4615
19142
16133
5750980

1
1
1
3596

2.8855
11.9693
10.0874

0.0894692
0.0005471*
0.0015055*

34508
9768
192
8201947

1
1
1
3305

13.9051
3.9359
0.0774

0.0001955*
0.0473496*
0.7808104

95147
232480
158
14201829

1
1
1
3187

21.3518
52.1704
0.0355

<.0001*
<.0001*
0.8506

Summary of results for EMA Tongue tip movement:
1. The main effect of day was significant for speakers F1 and M1, but not for all
participants considered together or the pilot participant. Thus, the ability to gesture only
affected tongue tip peak velocities for speakers F1 and M1 but not for the pilot
participant.
2. The main effect of task was significant for all participants considered together, and for
each individual participant. Therefore, the type of task participants engaged in impacted
the average tongue tip peak velocities robustly for all speakers.
3. The interaction of day and task was only significant for the pilot speaker, so the effect on
tongue tip peak velocities of ability to gesture was mitigated by the type of task the pilot
speaker engaged in, but no such mitigation existed for speaker F1 and M1.
4. The graph shows differences in direction among the average tongue tip peak velocities by
speaker, and no two speakers have the exact same direction of distribution among
average peak velocities.
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Summary for all Peak Velocity measures:
1. Differences in average peak velocity by condition were both stronger and more consistent
across speakers for the optical flow movement signals as compared to the EMA
movement signals.
2. Among the OF signals, the average peak velocity of the right hand consistently differed
by condition both for individual speakers and for all speakers considered together.
3. The average peak velocities of tongue body movement differed least by condition for all
participants considered together and for each participant individually.
4. When considering the peak velocities of all the movement signals as a group, the peak
velocities of optical flow-sourced signals (head, right hand and left hand) varied more
consistently by condition than did the peak velocities of the EMA-sourced signals (jaw,
tongue body and tongue tip).
4.2. CMA Results
Another way of measuring the signals of interest is by looking at the relationship between
pairs of signals of interest. To do this, Correlation map analysis (CMA) software tools were
applied to the multimodal data. In the peak velocity data, properties of the individual signals of
interest could readily be observed and analyzed on an individual basis, but CMA allows
discussion of how the signals of interest compare with one another. One of the main benefits of
the implementation of correlation map analysis used here (Barbosa et al., 2012) is the ability to
visualize any two signals together with the corresponding audio waveform in the case of speech
data, plus the signals’ instantaneous (one-dimensional, zero-lag) correlation and the twodimensional correlation across a series of temporal offsets, the range of which can be defined by
the user. The directionality of the filter (uni-directional vs. bi-directional) is also user-defined.
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The filter sensitivity, η, is still another parameter defined by the user: smaller values of η will
produce smoother spatial resolution (i.e. coordination over longer periods of time), whereas
larger values of η produce sharper, more detailed spatial resolutions.
The data presented here is representative of a much larger dataset with multiple
correlations between different signals. In the cases analyzed in this work, the two signals that are
being compared in CMA are the optical flow right hand signal and the EMA movement data for
the jaw. Each signal is a good representation of its’ modality: as was shown in the peak velocity
analysis, the right hand signal was clearly tied to experiment condition; the jaw signal, as with
the other EMA-sourced signals, was not as straightforwardly tied to experimental condition, but
nonetheless is a good representative signal for participant speech in that jaw oscillations
correspond roughly to syllables of speech and (very abstractly) relate to participants’ speech rate.
First, I provide a few examples of the correlation map visualizations in subsection 4.2.1,
followed by an analysis of the correlation between the right hand and jaw signals for all
experimental conditions and all participants. The CMA comparisons use a technique developed
by Fuhrman (2014), which takes a correlation map, a correlation threshold, and a normalization
parameter as inputs to bin observations of correlations across lags to produce an output of a mean
percentage correlation above the threshold correlation for each trial. For this data, the correlation
cutoff used was 𝜌=0.5, and the normalization parameter normalized for the length of the trial. It
was necessary to normalize by length of trial, as trial length was confounded with the
experimental task. The values that are represented in subsections 4.2.2 and 4.2.3 thus reflect the
mean probability that the correlation exceeds the threshold correlation across all temporal offsets
in a trial (in the ‘all offsets’ case), or the mean probability that the instantaneous correlation
exceeds threshold correlation (in the ‘zero offset’ case) (R. Fuhrman, personal communication,
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June 29, 2016). The values resulting from this analysis will henceforth be referred to as mean %
correlation, following Fuhrman. Positive and negative mean % correlations (interpretable,
respectively, as in-phase and anti-phase coordination between the two movement signals), for all
offsets and for only the zero-offset case, were compared using two-way ANOVAs with day and
task as factors, as well as an interaction term for day:task.
4.2.1. CMA Visualizations
CMA examples shown below are taken from the theme ‘unwrap candy’ (see Appendix
for relevant details about themes and conditions), and they represent a complete set of the
experiment conditions as elicited from participant M1. The figures below show approximately
10s of each trial to make the details of the signals easier to see. As explained above, the signals
used in this comparison are 1) the right hand region as computed in OF and 2) the tangential
velocity of the EMA jaw sensor. The range of offset values was specified as ± .5 seconds. The
CMA filter was set to ‘bi-directional’ and η=0.030 for all of the following examples. The value
of η was chosen for its relatively low resolution, which makes it possible to examine broad
correlations across longer periods of time. The goal of these visualizations is to present a sense
of the correlations between signals across the whole trial, rather than a sharply detailed momentby-moment analysis of any correlation. One final note before continuing to observations on this
data is that the day 1 and day 2 response conditions have two CMA examples. Because the
response trials were in ‘question and response’ format, one CMA example shows details of
correlations between the jaw and right hand signal only during the participant’s response (a
response segment), and one CMA example shows details of signal correlations during a period
when the experimenter is asking a question, flanked by participant response periods (a question
segment). The purpose of showing both examples is to provide an illustration of correlation
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between movement signals when the participant is not producing speech but rather perceiving
the speech of someone else.
References to panels proceed top to bottom, i.e., panel 1 corresponds to the audio
waveform, panel 2 is the OF right hand region (OF_RH), panel 3 is the EMA jaw transducer
(EMA_JAW), panel 4 is the instantaneous correlation, and panel 5 is the correlation map itself.
The temporal offset is represented along the y-axis of panel 5, where the center is zero offset. A
positive offset reflects that the JAW signal (or any signal plotted in Panel 3) leads the RH signal
(or any signal plotted in Panel 2). A negative offset reflects that the RH signal (Panel 2) leads the
JAW signal (Panel 3). Note also the key to the right of each correlation map: dark red represents
a region of highly positive correlation between two signals, while dark blue represents a region
of highly negative correlation between the two signals, and green/light blue represents negligible
correlation.

Figure 14: Day 1 Demo Task
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Figure 15: Day 1 Response Task (top panel is question segment, bottom panel is response segment)
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Figure 16: Day 2 Demo task
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Figure 17: Day 2 Response Task (top panel is question segment; bottom panel is response segment)

These CMA visualizations demonstrate that the optical flow signal for the hands had
higher peaks in the day 1 tasks than in the day 2 tasks, as expected because participants were
46

requested to keep their hands on the table in the second day of the experiment. Conversely, the
jaw signal maintained relative stability in the magnitude and frequency of velocity peaks across
all the conditions. In Figure 15 and Figure 17, the two response task examples, it is also clear
that the participants’ speech movements stop briefly while the experimenter asks a question (top
panels), and jaw oscillation continues throughout the entire participant response segment as the
participant responds to the experimenter question (bottom panels). Lastly, in evaluating the
correlation between these two signals, broad differences in the amount of positive correlation can
be observed between the demonstration task and the response task on both experiment days. The
response tasks exhibit more periods of high positive and negative correlation (respectively,
bright red and bright blue regions) than the demonstration tasks, which show generally shorter
periods and lower correlations. The next section discusses these observations in greater
quantitative detail.
4.2.2. Positive and negative mean % correlation across all offsets

Figure 18: mean percent correlation across all offsets (all participants)
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Figure 19: mean % correlation across all offsets (by participant)
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Table 10: Two-way ANOVAs, positive mean % correlation across all offsets

Participants
All participants

pilot

F1

M1

Source
day
task
day:task
Residuals
day
task
day:task
Residuals
day
task
day:task
Residuals
day
task
day:task
Residuals

DF
1
1
1
56
1
1
1
16
1
1
1
16
1
1
1
16

SS
0.0002380
0.0026921
0.0015453
0.0121163
0.0005141
0.0007033
0.0006294
0.0036995
0.00007960
0.00036894
0.00024851
0.00181579
0.0001682
0.0019483
0.0007418
0.0034909

MSE
0.00023800
0.00269206
0.00154534
0.00021636
0.00051410
0.00070330
0.00062944
0.00023122
0.0000796
0.00036894
0.0002485
0.00011349
0.00016820
0.00194834
0.00074176
0.00021818

F
1.1000
12.4423
7.1423

p(F)
0.2987667
0.0008459*
0.0098431*

2.2234
3.0417
2.7223

0.1554
0.1003
0.1184

0.7014
3.2509
2.1898

0.41465
0.09025
0.15835

0.7709
8.9300
3.3998

0.392925
0.008689*
0.083804

F
0.0500
1.3112
1.9208

p(F)
0.8238
0.2571
0.1713

0.7030
1.7262
8.8415

0.414130
0.207421
0.008962*

0.0105
5.2752
0.0156

0.91976
0.03547*
0.90202

0.0212
0.1136
0.0826

0.8862
0.7404
0.7775

Table 11: Two-way ANOVAs, negative mean % correlation across all offsets

Participants
All participants

pilot

F1

M1

Source
day
task
day:task
Residuals
day
task
day:task
Residuals
day
task
day:task
Residuals
day
task
day:task
Residuals

DF
1
1
1
56
1
1
1
16
1
1
1
16
1
1
1
16

SS
0.00000228
0.00005980
0.00008760
0.00255408
0.00001882
0.00004621
0.00023667
0.00042829
0.00000065
0.00032643
0.00000097
0.00099008
8.400e-07
4.510e-06
3.280e-06
6.355e-04

MSE
2.2820e-06
5.9800e-05
8.7604e-05
4.5608e-05
1.8818e-05
4.6208e-05
2.3667e-04
2.6768e-05
0.00000065
0.00032643
0.00000097
0.00006188
8.4000e-07
4.5120e-06
3.2800e-06
3.9718e-05

Summary of results for positive and negative mean % correlations across all temporal offsets:
1. The effect of day was not significant for any participants in either negative or positive
mean % correlation across all offsets. This indicates that the participants’ ability to use
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their hands did not affect either in-phase or anti-phase coordination (as measured by the
mean % correlation) between speech and gesture movements.
2. The effect of task was significant for positive mean % correlations when considering all
participants, and also for speaker M1 individually. The effect of task was not significant
for negative mean % correlation for all participants, but task was significant for negative
mean % correlation for speaker F1 individually. This indicates that coordination of
speech and gesture movements differed depending on whether participants were engaged
in the demonstration task or the response task, and this effect was more prevalent for inphase coordination than for anti-phase coordination.
3. The interaction of day and task was significant for positive mean % correlation for all
participants but not for individual participants, and the interaction for negative mean %
correlation was only significant for the pilot speaker. This indicates that the differing
amounts of in-phase coordination between the two experimental tasks is dependent on the
participants’ ability to gesture (participants were only allowed to use their hands to
gesture on day 1).
4. The graphs representing mean % correlation by condition show an overall low probability
of correlation for all conditions (<10% chance of above-threshold correlation), but it must
be noted that these results were normalized by trial length. Additionally, although the
effects were not all statistically significant for all speakers, the direction of results was
consistent across all speakers for positive mean % correlation, or, in other words, inphase coordination was more consistent across all participants.
4.2.3. Positive and negative correlation at zero lag
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Figure 20: Mean % correlation at zero offset (all participants)
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Figure 21: Mean % correlation at zero offset (by participant)
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Table 12: Two-way ANOVAs, positive mean % correlation at zero offset

Participants
All participants

pilot

F1

M1

Source
day
task
day:task
Residuals
day
task
day:task
Residuals
day
task
day:task
Residuals
day
task
day:task
Residuals

DF
1
1
1
56
1
1
1
16
1
1
1
16
1
1
1
16

SS
0.005713
0.010538
0.003558
0.048466
0.0027551
0.0041455
0.0020374
0.0161997
0.0022721
0.0035158
0.0004327
0.0148907
0.0009461
0.0029292
0.0013971
0.0133972

MSE
6.6010
0.0105377
0.0035582
0.0008655
0.0027551
0.0041455
0.0020374
0.0010125
0.0022721
0.0035158
0.0004327
0.0009307
0.00094614
0.00292917
0.00139712
0.00083732

F
0.0057129
12.1759
4.1113

p(F)
0.0128827*
0.0009508*
0.0473657*

2.7212
4.0944
2.0123

0.11852
0.0020374
0.17522

2.4413
3.7777
0.4650

0.13774
0.06974
0.50506

1.1300
3.4982
1.6686

0.30357
0.07984
0.21480

F
0.0035
0.1329
0.5764

p(F)
0.9528
0.7168
0.4509

0.0577
0.0024
0.0140

0.8132
0.9612
0.9074

0.0599
0.3295
0.0614

0.8098
0.5739
0.8075

0.3089
0
1.0781

0.5860
0.9997
0.3146

Table 13: Two-way ANOVAs, negative mean % correlation at zero offset

Participants
All participants

pilot

F1

M1

Source
day
task
day:task
Residuals
day
task
day:task
Residuals
day
task
day:task
Residuals
day
task
day:task
Residuals

DF
1
1
1
56
1
1
1
16
1
1
1
16
1
1
1
16

SS
0.0000006
0.0000210
0.0000911
0.0088554
0.00000721
0.00000031
0.00000175
0.00200028
0.0000131
0.0000720
0.0000134
0.0034984
0.00005773
0
0.00020149
0.00299032

MSE
5.5900e-07
2.1016e-05
9.1143e-05
1.5813e-04
7.2120e-06
3.0500e-07
1.7460e-06
1.2502e-04
1.3090e-05
7.2048e-05
1.3415e-05
2.1865e-04
5.7732e-05
0
2.0149e-04
1.8689e-04

Summary of results for positive and negative mean % correlations across at zero temporal offset:
1. The effect of day was significant for positive mean % correlations at zero offset and for
all participants (but not for individual participants), but not for negative mean %
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correlation. This suggests that the ability to gesture affected the amount of in-phase
coordination observed between the right hand and the jaw.
2. The effect of task was also significant only for positive mean % correlations at zero offset
and for all participants (but not for individual participants). This suggests that type of task
which the participants were engaged again had an effect on the amount of in-phase
coordination observed between the right hand and the jaw.
3. The interaction effect of day and task on positive mean % correlation at zero temporal
offset was significant for all participants but not for individual participants and not for
negative mean % correlation. This indicates that amount of instantaneous in-phase
coordination across a trial was dependent not only on the type of task participants were
engaged in, but also on whether the participants were able to use gesture.
4. In the graphical comparison of these results, it is clear that, at zero offset, in-phase
coordination between speech and manual gesture was more likely than anti-phase
coordination, although both types of coordination had relatively low probability (<10%)
across the duration of each trial. In-phase coordination of speech and gesture was most
likely for all participants in the day 1 response condition, wherein participants ere
allowed to make use of their hands during their responses to experimenter questions.
Before continuing to a general discussion of these results, it should be noted that the
findings of mean % correlation across all temporal offsets and at zero temporal offset were
largely very similar. However, a notable difference is that the amount of in-phase coordination
(positive mean % correlation) was more noticeable when considering only the zero-offset cases.
Across all temporal lags between the two signals, both in-phase and anti-phase coordination was
observed. These CMA findings, as well as peak velocity findings, are now discussed in section 5.
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5. Discussion
This section summarizes the findings of the analyses described in the results sections
above, in light of some previous commentary on the topic of coordination in multimodal speech.
It has been the goal of this work to show that coordination exists between movements in different
speech modalities. The questions we set out to research in section 3.1 were whether there is an
effect of speech task on the amount and/or coordination of speech accompanying gesture, and
whether there are any differences between the movements of speech that occurs with gesture vs.
movements of speech without gesture. Both questions have been addressed using measures of
peak velocity within recorded movement signals and correlation between movement signals, and
these research findings are discussed below.
5.1. Discussion of Peak Velocity findings
Of the two research questions driving this work, the peak velocity measures can address
the task dependent amount (but not quality) of speech-accompanying gesture, and whether there
are any observable differences in individual speech kinematic signals between speech with
accompanying gestures versus without accompanying gesture. To that end, a set of statistical
analyses were run on the average peak velocities of three optical flow-sourced movement signals
and three EMA-sourced movement signals collected during the experiment to determine what
types of categorical distinctions might hold in the velocities of each signal when compared by
experimental condition. The findings show that some broad differences can be identified
between the two different signal sources.
The average peak velocities measured in the EMA-sourced signals were, on the whole,
less condition-sensitive than were the optical flow-sourced signals. All participants exhibited
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main effects of day and task for all OF-sourced signals (corresponding to bodily gesture), and
speakers M1 and F1 exhibited interaction effects for all the OF-sourced signals, while the pilot
speaker exhibited an interaction effect for the head signal only. Conversely, main effects and
interactions were much more variable by speaker for the EMA-sourced signals (tongue body,
tongue tip, and jaw). The direction of effect for the EMA-sourced signals was also heavily
speaker-dependent (cf. relative bar heights by condition and by speaker in Figure 9, Figure 11,
and Figure 13) while for the most part, average peak velocities in each experiment condition
patterned similarly across speakers for the OF-derived signals.
Referring back to the experiment predictions, the suggestion was that the amount of
speech-accompanying gesture, as measured by average peak velocity for each signal, would vary
by condition; in particular, average peak velocities of bodily movements would be greater for the
demo day 1 condition than for any other conditions; and there should be higher average peak
velocities for both tasks on day 1 than on day 2. These effects were indeed observed for the right
hand, left hand, and head optical flow signals. The significant main effect of task for most
participants in the optical flow signals indicates that the amount of gesture was task dependent.
As the demo day 1 task showed the highest average peak velocities, this implies that
demonstration-type tasks, thought to involve the use of more descriptive gestures (Wagner et al.,
2014), necessitate a greater amount of said gestures than do the response-type tasks, which are
thought to involve more conversational, or prosodically-driven hand gestures (Krivokapić, 2014)
The significant effect of day for all participants in all optical flow signals indicates that
participants were generally adhering to the instruction to restrict movement of their hands on the
second experiment day. However, a secondary prediction was that head movements on the
second experiment day would be greater in order to compensate for participants’ inability to
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move their hands. No such result was found in this case, which could either indicate that these
speakers, when their hand movements were constrained, also applied these constraints to other
bodily movements even though they were not specifically instructed to do so. It may also suggest
that there was simply no change in the amount of head movement participants exhibited even
when they were limited in the other kinds of gestures they were able to make. The significant
interaction effect for all participants might make a case for the former possibility, that head
movement was equally affected by restriction of hand movement.
Returning to the EMA-derived signals, one prediction was that average peak velocities
for speech articulator movements might be greater in the day 2 demo task because speakers
would attempt to compensate for a lost descriptive modality by making more and/or larger
movements in the remaining modality. The effect in this case was speaker-dependent. The pilot
and M1 speakers had higher average Jaw peak velocities in the day 2 demo task than in the day 1
demo task, but speaker F1 had a much higher average Jaw peak velocity in the day 1 demo
condition than in the day 2 demo condition. For tongue body peak velocities, all speakers had
marginally higher average peak velocities in the day 1 demo task, and for the tongue body, only
speaker M1 had higher average peak velocity in the day 2 demo task than in day 1 demo. The
speaker dependence and inconsistent findings for the EMA peak velocities may suggest that
compensation, in terms of more speech in exchange for the loss of the manual gesture modality,
is a matter of individual variation.
As the OF-derived signals represent bodily gesture movement and the EMA-derived
signals represent speech articulator movement, it is possible that these findings may be
confounded by the different data collection methodology between the two signals, in which case,
future experiments should validate these observations by using a single motion capture system.
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5.2. Discussion of CMA observations
The CMA signals are a necessary second perspective on the kinematics of speech and
manual gesture, in that these maps and their associated single-value quantifications provide
insight into the coordination – either instantaneously or across temporal lag – between two
multimodal speech signals. While the maps themselves provide a straightforward visual guide to
the coordination between signals, in this case it is the quantified measures of correlation between
the signals over time that will be discussed. As mentioned earlier, the signals I chose for
comparison were the right hand (the dominant had of all participants) and the jaw, which were
respectively indicative of their distinct modalities. I will also note here that a more extensive
analysis of additional signal pairs will be useful for developing an understanding of which
multimodal movement signals exhibit coordination, but this was not a primary concern of the
present research.
Regarding CMA results, the predictions that I made in section 3.2.5 covered both taskdependence and differences between speech with and without gesture. The prediction regarding
task dependence was that the mode of coordination should differ between the day 1 demo
condition and the day 1 response condition. Regarding differences of the speech signal with and
without accompanying gesture, the prediction stated that there should be higher correlations
between speech signals in the day 1 demo task than the day 2 demo task, because with the
presence of speech-accompanying gesture, the speech articulators may change their behavior to
accommodate the state changes that bodily gesture would initiate in the multimodal speech
production system (presuming this is a single control system). These predictions were addressed
using instantaneous (zero-lag) correlation, and correlation across all temporal offsets; for high
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(>.5) positive correlations (which indicate in-phase relationships between signals) and for high
(<-.05) negative correlations (which indicate out-of-phase relationships between signals).
The task dependency of coordination between signals was validated, when measuring all
participants across all lags, in that there was a significant effect of task and a significant
interaction effect of day and task for positive correlations (in-phase relations between two
signals). In examining graphical representations, the bars show a higher mean probability of
positive correlation for the day 1 response task than the day 1 demonstration task, which would
indicate that manual gestures accompanying responses were more tightly coordinated in-phase
than were manual gestures that accompanied demonstration. Also of interest, no significant
differences were found for negative correlations across all temporal offsets for all participants.
When considering the same prediction for instantaneous correlation, the same task and
interaction effects were found, plus day also became a significant main effect. Again, speakers
showed higher mean probability of significant positive correlation in the day 1 response task than
in the day 1 demo task. Considering these results at zero offset alone only served to magnify the
findings that were observed in the all-offsets ANOVA. The attenuation of the results when
considering all temporal offsets is an encouraging finding in that some aspects of coordination
between signals were preserved even when considering inexact or ‘distant’ - in other words,
biological and naturalistic – coordination (Barbosa et al., 2012).
The second prediction, which stated that there should be significant differences between
the same task on different days of the experiment (indicating a difference in speech articulator
movement when accompanied or not accompanied by gesture), was not borne out in either
positive or negative correlations, across all speakers or within individual speakers, when
considering all temporal offsets. But, when looking at positive correlations (in-phase
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relationships) at zero lag only, the effect of day was significant for positive correlations. This
finding is somewhat difficult to interpret, as the effect of day is only observed in the correlation
measure between the two signals, and it is still unclear what aspect of speech articulator
movement to look at independently to determine distinctions between speech articulation when
accompanied and not accompanied by manual gesture.
These results, taken together, provide additional support for some speech-task dependent
distinctions between types of gesture used. This is, then a preliminary finding that there are
measurable properties of manual gesture that differ dependent on speech task. In reviewing
earlier literature on modes of acoustic/gestural coordination, there is a good deal of evidence in
favor of the tight temporal relationship between speech prosody and certain types of ‘prosodic’
or non-representational co-speech gesture (Krivokapic et al., 2015; Wagner et al., 2014), which
are referred to as beat gestures and deictic gestures. However, there is less clear-cut evidence
regarding the relationship between prosodic elements of speech and the more representational
types of gesture that are thought to co-occur with certain semantic/pragmatic aspects of speech.
Hostetter and Alibali (2008) have proposed that co-speech gesture varieties (representational vs.
not representational) are modulated by a speech conceptualization system, wherein
representational gestures are generated. If no conceptual demands are placed on the system and
no representational gestures are generated, then co-speech gestures will simply correspond to
speech prosody “without conveying semantic content” (2008, p. 514). Returning to the study
discussed here, participants were asked to ‘describe how you would do x’ in the demo task, and
simply to answer preference questions in the response task. The demo task is hypothesized to
require a greater number of representational gestures whereas the response task should not
require quite so many ‘conceptual’ gestures, so those gestures that do appear in the response
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task, according to this proposal, should be more strongly linked to speech prosody. There should
therefore be some high positive correlations between the right hand (representative of gesture)
and the jaw(representative of speech/prosody); this is exactly what we found.
5.3. Experiment design and analysis discussion
Precisely because this is a fairly novel combination of techniques, there are several items
worthy of discussion on the topic of experimental design. In section 2.4, the discussion of open
questions in multimodal speech research mentioned that additional research was needed to
address how certain earlier findings of coordination between manual gestures and speech might
or might not apply to spontaneous speech and/or non-laboratory settings. The experiment
presented here was an attempt at addressing this question; however, the discovery that some
comparisons could be improved by annotating speech for prosodic structure brings the issue back
around to the need to control some elements of the speech content and/or prosody to make finegrained observations of coordination effects in spontaneous speech. Recall from section 3.2.1
that the experiment themes were designed to elicit productions of certain keywords within each
theme; so, this more fine-grained level of analysis may be available in this data already, but
because prosodic structure was not controlled in the spontaneous speech task, it may not be
possible to compare all productions of keywords by condition.
Another question regarding experimental design relates to the concern about ROI
selection discussed in section 5.1. The camera angle that was used in this experiment could likely
be improved to get a more head-on view of the speaker that would make for fewer areas of
overlap in the OF region, or the camera could have been focused on a smaller region to avoid
sections of overlap. Ultimately, such issues are more fuel for the debate over whether optical
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flow and other offline measures are better than using items like data gloves or motion capture
systems to get a more precise understanding of, e.g. arm kinematics (Wagner et al., 2014).
Questions relating to analysis techniques need also to be addressed. Here we have used a
measure of velocity to quantify individual movement signals; these are tangential velocities for
EMA data and movement magnitudes for OF signals. Displacement and/or directionality of
movement could also have been considered and may still be considered in future research. But
the question of whether this is a good measure to look at requires validation. A comparison of
research looking at both acoustic and kinematic measures, and the relative advantages and
disadvantages of these measures, will help provide a better idea of what measures are ideal for
which questions.

6. Conclusions
6.1. Current Research
In this paper, it has been demonstrated that it is possible to identify distinct modes of
coordination within speech and manual gesture and the difference between two identified modes
(in-phase and anti-phase coordination) is indicative of distinctions in speech task variety (see
section 5.2). The predictions made for the experiment described above were largely supported by
the research findings. A brief summary of the supported predictions follows:
1. Task dependence was observed in:
a. The amount of speech-accompanying gesture, as measured by average peak
velocity of motion signals.
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b. The type of speech accompanying gesture, as measured by task-dependent
differences of in-phase and anti-phase relations between speech and
accompanying gestures.
2. Differences in speech that is accompanied by gesture or not accompanied by gesture
was observed as:
a. Greater amount of speech used when unaccompanied by gesture (as measured
by average pea velocity).

Although the prediction of differences between speech accompanied vs. not
accompanied by gesture were not well supported, there were still some encouraging results
regarding the task dependence prediction. This indicates that the measures employed here (peak
velocity and CMA) are good indicators of coordination between speech modalities – though by
no means are these the only viable measures.
A finding of the present research is that kinematic measures (in this case, average peak
velocity) of speech and manual gesture movements represent an unambiguous way to measure
coordination between different modalities or tasks in multimodal speech. This coordination
effect was also demonstrated in correlation measures between two signals using CMA and
relevant time-varying correlation analysis techniques. In addition, movement data is easily and
cheaply obtained with minimal equipment, and techniques like optical flow are very flexible and
accommodate the collection of many different types of data.
6.2. Kinematic Comparisons in Multimodal speech
Although the sole use of velocity as a measure in kinematics data may be limited in its
informativity, the use of such kinematic data to directly compare movements of the speech
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articulators to movements of the gestural body parts, like hands and head, during spontaneous
speech (and spontaneous co-speech gesture) is an important addition to the repertoire of
multimodal speech research methods. The role of kinematic data in the investigation of
multimodal speech is also critical for making inferences about how and where the different
modalities are coordinated at the brain level if, as has been hypothesized, multimodal speech is a
dynamical system (Treffner & Peter, 2002). Furthermore, decisions regarding definition and
distinction in manual gesture typologies are a matter of no small importance because they greatly
impact the way that generalizations can be made from research. There is a clear need to begin
replicating some earlier studies by using current techniques for measuring kinematics data in
multimodal speech research. There are two reasons why this is important:
1. A number of earlier multimodal speech studies used potentially error-prone human
annotations to discretize manual gestures; by using kinematic data, researchers will
no longer need to make time-consuming annotations based on assumptions about
different qualities of gesture, and they will also be able to make stronger claims
through the analysis of more quantitative kinematic measures.
2. Using movement data collected from two or more speech modalities results in a more
direct comparison that can help answer larger questions about how the motor system
functions at the brain level. For example, does goal-directed motor coordination such
as the kind exhibited by multimodal speech differ in any way from other types of
(obligatory) motor coordination such as blinking or respiration?
6.3. Future Directions
It is clear that the quantitative methodology employed by recent work, including this
paper, will help improve the quality of multimodal speech research in numerous ways. With that
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said, there a few extensions of the present topic that have not been extensively discussed in the
multimodal speech literature to date.
1. Regarding the present work, the full suite of correlation map comparisons between two
different signals (of head, right hand, left hand, jaw, tongue tip and tongue body) need to
be compared to determine which other signal correlations exhibit meaningful
coordination (or not) in multimodal speech.
2. Fine-grained keyword analysis by condition – and controlled for prosodic context should be done to determine with better accuracy how speech kinematics are affected by
the presence or absence of co-speech gesture, à la Hostetter et al. (2007).
3. Both very small and very large-scale bodily movements should be considered to extend
the present claims regarding coordination modes between speech and other bodily
gesture.
4. Future research should seek to understand whether more detailed aspects of manual
gesture, such as hand shape, movement excursion, or participation of both hands or
multiple parts of the body in a gesture are also speech-task dependent and/or coordinated
with the speech signal in meaningful ways (Hostetter et al., 2007).
5. Additional perceptual work should address, for speech-accompanying gesture, which
aspects of the gestures are the ‘objects of perception’ for gestures (Liberman &
Mattingly, 1985).
6. Determining the extent of individual variability within speech-accompanying gesture
could also be useful in determining whether there are uniquely identifiable aspects of
bodily gesture ‘voice.’
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7. A better understanding of how so-called ‘neurotypical’ multimodal speech differs from
the speech of neurodiverse populations, could contribute to clinical applications for
improving rehabilitation following strokes or other brain trauma.
8. Earlier research, surveyed in Kita’s overview of cross-cultural variation in gesture
(2009), has suggested that varieties of gestures used, the frequency with which gesture
accompanies speech, and the size of the ‘gesturing space’ – the total area, with respect to
the body, where speakers produce/display gesture – differs across cultures. The question
of whether there are similar modes of coordination in speech tasks across different
languages also requires further research.
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Appendix A. Pictures displayed for each theme

Theme
Brush your hair

Picture

Theme
Shuffle a deck of
playing cards

Make a peanut
butter and jelly
sandwich

Open and use an
umbrella

Brush your teeth

Cut out a circle from
a piece of paper with
scissors

Write a letter to
your friend

Inflate a balloon

Unwrap a candy bar

Open a locked
window

Peel and eat a
banana

Scrub a dirty pot or
pan in the kitchen

Picture
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Use a hammer and
nails to hang a
picture on the wall

Plant a flower in a
pot

Button your shirt

Open a tightly
closed jar

Make and drink a
cup of tea

Trim your
fingernails

Scramble and cook
an egg

Fold your clean
laundry

Unlock a
combination lock
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Appendix B. Key to questions for each theme in response task
Experimenter Text: Please state which option you prefer for each question, and why you prefer
that option over the alternative(s).
Theme
Brush your hair

Questions for Response Task
1. Brush or comb?
2. Do you brush your hair when it’s wet or when it’s dry?
Make a peanut butter
1. Peanut butter and jelly or deli meat sandwich?
and jelly sandwich
2. Wheat bread, white bread or other kind of bread?
3. Diagonal cut, horizontal cut, or not cut?
Brush your teeth
1. Electric toothbrush or regular toothbrush?
2. Whitening toothpaste, tartar control, sensitive teeth, or
something else?
Write a letter to your
1. Pencil or pen?
friend
2. Ballpoint or rollerball pen?
3. Fold letter over once or twice?
Unwrap a candy bar
1. Do you like nuts in your chocolate bar or no nuts?
2. Foil wrapping or plastic wrapping?
3. Fruity-flavored candy or chocolate candy?
Peel and eat a banana
1. Not quite ripe banana or a little too ripe?
2. Sliced banana or whole banana?
3. Bananas, apples or oranges?
Use a hammer and
1. Nail picture to wall, thumbtacks, or tape to wall?
nails to hang a picture
2. Framed or unframed pictures?
on the wall
Button your shirt
1. Buttons, snaps or zippers?
2. Button every button or leave one (or more) unbuttoned?
3. Button from the bottom, top, or middle?
Make and drink a cup
1. Tea or coffee?
of tea
2. Caffeinated or herbal tea?
3. Bagged tea or loose leaf tea?
Scramble and cook an
1. Scrambled or boiled eggs?
egg
2. Runny yolk or firm yolk?
3. Brown eggs (Shells) or white eggs?
4. Buy a dozen or a half dozen at a time?
Unlock a combination
1. Keyed lock or combination lock?
lock
2. Numbered or lettered combination lock?
Shuffle a deck of
1. Card games or board games?
playing cards
2. Poker or blackjack?
3. 'Waterfall' shuffle or regular shuffle?
Open and use an
1. Compact or full size umbrella?
umbrella
2. Button closure or Velcro closure?
3. Umbrella or raincoat?
Cut out a circle from
1. Scissors or x-acto knife?
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a piece of paper with
scissors
Inflate a balloon
Open a locked
window
Scrub a dirty pot or
pan in the kitchen
Plant a flower in a pot
Open a tightly closed
jar
Trim your fingernails
Fold your clean
laundry

2.
3.
1.
2.
3.
1.
2.
3.
1.
2.
3.
1.
2.
1.
2.
1.
2.
3.
1.
2.
3.

Hold the scissors in your right hand or your left hand?
Cut inside an outline or outside the outline?
Helium-inflated balloons or regular air balloons?
Balloons with writing or solid-colored balloons?
Regular round balloons or shaped balloons?
Horizontal sliding windows or vertical windows?
Latch closure or lock closure?
Curtains or blinds on windows?
Sponge or scrubbing brush for doing dishes?
Liquid detergent or powder detergent or pods?
Deep pot or wide pot for cooking?
Potted plants or garden?
Flowers or herbs?
Screw-top jar or click-on lidded container?
Jarred or canned food?
trim nails or file nails?
Bite nails or cut nails?
Squared nail or rounded nail shape?
Fold laundry or hang laundry on hangers?
Dry clean laundry or hand-wash laundry?
Dry laundry with a dryer sheet or without?
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